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Abstract : Long-range dependency modeling is still difficult in sequence learning
because useful information may weaken as the sequence becomes longer. This problem
affects both language modeling and time-series prediction. This study proposes a
sequence modeling method that combines Transformer learning, temporal consistency
constraints, and a memory module. The temporal consistency term reduces sharp
changes between adjacent hidden states. The memory module keeps useful historical
information for later sequence steps. Experiments were conducted on WikiText-103
and a traffic forecasting dataset. The results showed that the proposed method reduced
perplexity by about 11.5% in language modeling and reduced MAE by about 9.3% in
traffic prediction. When the sequence length was greater than 512, overall
performance improved by about 14%. These results show that temporal smoothing and
memory updating can reduce information loss and improve long-sequence modeling.
The method provides a practical approach for language modeling, traffic prediction,
financial sequence analysis, and sensor monitoring.
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INTRODUCTION

Sequence data are widely used in language modeling, traffic prediction, financial
analysis, sensor monitoring, and medical signal reconstruction. In these tasks, the model
must capture both local changes and long-range dependencies across a sequence. This
requirement is difficult because important information may appear far from the current
prediction point [ 1,2]. Recurrent neural networks can process sequential inputs, but they
often lose earlier information when the sequence becomes long [3,4]. Similar
dependency and reconstruction problems have also been reported in compressed
sensing for fast MRI, where different reconstruction strategies show clear differences
in their ability to recover useful structural information from limited measurements [5].
This indicates that preserving informative signals over long or incomplete sequences
remains an important issue across different data-driven fields. Transformers have
improved sequence modeling through the self-attention mechanism, which allows each
token or time step to interact with other positions in the sequence [6,7]. However,
standard self-attention has high computational cost and memory consumption. Its
complexity increases rapidly as the sequence length grows, making it difficult to apply
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to long documents, high-frequency traffic records, and large-scale sensor streams [8,9].
In addition, when the input sequence is very long, attention weights may become
unstable or overly concentrated on recent positions, while earlier information is
weakened [10,11]. This problem is especially clear when the sequence length is greater
than 512, where the model must balance efficiency, stability, and historical information
retention. To address these limitations, recent studies have proposed sparse attention,
linear attention, memory-augmented networks, and state-space models for long-
sequence learning [12,13]. Sparse attention reduces unnecessary token interactions by
selecting only part of the attention pattern [13,14]. Linear attention lowers
computational cost by changing the attention calculation form. Memory modules store
useful historical states and allow the model to reuse earlier information. State-space
models provide another efficient way to model long-range temporal patterns [15,16].
Although these methods have improved long-sequence modeling, many models still
show a bias toward recent tokens or recent time steps. As a result, early but useful
information may not be fully preserved, and the learned representations may change
sharply between adjacent sequence states [17,18]. This study proposes a sequence
modeling method that combines Transformer learning with temporal consistency
constraints. The method introduces a temporal smoothing term to reduce unstable
changes between adjacent hidden states and adds a memory module to retain useful
historical information. The goal is to improve long-range dependency modeling while
maintaining stable sequence representations. The proposed method is tested on
WikiText-103 and traffic forecasting datasets. The results show that perplexity
decreases by about 11.5%, MAE decreases by about 9.3%, and overall performance
improves by about 14% when the sequence length is greater than 512. These findings
suggest that combining temporal consistency with memory-enhanced Transformer
learning can provide a practical solution for long text modeling and time-series
prediction tasks.

2.Materials and Methods

2.1 Samples and Study Objects

Two sequence datasets were used in this study. WikiText-103 was used for language
modeling. It contains long English texts from verified Wikipedia articles and about 103
million training tokens. A traffic forecasting dataset was used for time-series prediction.
It contained road-sensor records collected at fixed time intervals, including traffic
speed, traffic flow, and time stamps. Sequences longer than 512 steps were selected to
test long-range dependency learning. The study object was a Transformer-based
sequence model trained to keep useful historical information in long input windows.
WikiText-103 was used to test long-text learning, while the traffic dataset was used to
test prediction under continuous sensor changes.

2.2 Experimental Design and Control Settings

Four groups were used for comparison. The first group used a standard Transformer
without temporal consistency constraints. The second group used a Transformer with a
memory module. The third group used a Transformer with temporal smoothing only.
The proposed group combined the Transformer, memory module, and temporal
consistency regularization. This design was used to test the separate and combined
effects of memory enhancement and temporal smoothing. In language modeling, the
model predicted the next token from previous tokens. In traffic forecasting, the model
predicted future traffic values from historical sensor data. All groups used the same
input length, hidden dimension, optimizer, batch size, training epochs, and learning-
rate schedule.
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2.3 Measurement Methods and Quality Control
Language modeling performance was measured by perplexity. Traffic forecasting
performance was measured by mean absolute error. Long-sequence performance was
tested on sequences longer than 512 steps. Temporal stability was measured by changes
between adjacent hidden states and adjacent predicted outputs. For quality control,
training, validation, and test sets were separated before model fitting. Test data were
not used during training. Text sequences were tokenized with the same vocabulary.
Traffic variables were normalized using statistics from the training set only. Each
experiment was repeated three times with different random seeds. The mean and
standard deviation were reported. The same data split, preprocessing method, and
evaluation protocol were used for all groups.
2.4 Data Processing and Model Formulas
For WikiText-103, raw text was tokenized and divided into fixed-length input
sequences. For the traffic dataset, short missing intervals were filled by linear
interpolation, while longer missing segments were removed. Traffic speed and flow
were normalized to reduce scale differences. The total loss was defined as:
Ltotalthask—i_)"Ltc
where L, is the task loss, L, is the temporal consistency loss, and A is the weight of
the consistency term. In language modeling, Ly was cross-entropy loss. In traffic
prediction, L,y was mean absolute error. The temporal consistency loss was calculated
as:
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where h; and h,_; are hidden states at adjacent time steps, and T is the sequence length.
This term was used to reduce sharp changes in sequence states and help the model keep
useful information in long sequences.

2.5 Model Training and Evaluation Protocol

The model was trained separately on language and traffic tasks. In the language task,
previous tokens were used to predict the next token. In the traffic task, historical sensor
values were used to predict future speed or flow. The memory module stored
compressed historical states and passed them to later sequence blocks. During training,
temporal consistency loss was added to task loss to reduce unstable state changes. The
model was evaluated after each epoch on the validation set. The final model was
selected based on the best validation result. The proposed method was compared with
the standard Transformer, memory-only Transformer, and smoothing-only
Transformer. A method was considered better when it showed lower perplexity, lower
MAE, better results on sequences longer than 512, and more stable hidden-state
changes.

3.Results and Discussion

3.1 Performance in Language Modeling

The proposed method reduced perplexity on WikiText-103 by about 11.5% compared
with the standard Transformer. This result shows that the model kept more useful
context information during long-text prediction. The standard Transformer performed
well on short sequences, but its error increased when the context became longer. This
may be related to weaker use of distant tokens and stronger attention to recent tokens.
The memory module improved the use of long-context information. The temporal
consistency term reduced sharp changes between adjacent hidden states. This result is
consistent with prior work on long-range memory Transformers, which reported that
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common Transformer models may show recency bias in long contexts [19,20]. Fig. 1
shows a related memory-based sequence modeling process.
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Fig. 1. Memory update process for long-sequence modeling.

3.2 Traffic Prediction Accuracy

The proposed method reduced MAE by about 9.3% on the traffic forecasting dataset.
This result shows that temporal consistency helped the model learn smoother traffic
changes. The standard Transformer captured short-term changes, but it became less
stable over longer time windows. The memory-only model used historical information
better, but local prediction fluctuation still appeared. The smoothing-only model
reduced fluctuation, but it did not fully keep long-term information. The complete
method performed better because it combined memory retention with state smoothing.
Similar findings were reported in Transformer-based traffic prediction studies, where
both short-term and long-term traffic patterns are needed for reliable forecasting
[21,22]. Fig. 2 shows a related Transformer framework for traffic prediction.
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Fig. 2. Transformer framework for short-term and long-term traffic prediction.
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3.3 Long-Sequence Performance
The performance gain was clearer when the sequence length was greater than 512. In
this setting, the proposed method improved overall performance by about 14%. This
result shows that the method was more useful under long-context conditions. The
standard Transformer showed clear information decay as sequence length increased.
The memory module reduced this problem by storing compressed historical states. The
temporal consistency term further improved stability by limiting sudden changes
between adjacent states. This design helped the model keep useful long-range
information while reducing noisy state changes. Compared with methods that only
increase attention length, the proposed method focused more on stable information
transfer across sequence steps [23,24].
3.4 Comparison With Existing Studies and Practical Value
Compared with the standard Transformer, the proposed method improved both text
modeling and traffic prediction. Compared with the memory-only model, it reduced
unstable state changes. Compared with the smoothing-only model, it kept more
historical information. These results show that long-range dependency modeling should
not rely only on a larger context window. It also needs stable state updates and
controlled memory use. The method may be used in language modeling, traffic
prediction, financial sequence analysis, and sensor monitoring. However, this study still
has limitations. The experiments were mainly based on WikiText-103 and one traffic
forecasting dataset. More tests are needed on larger corpora, multi-city traffic datasets,
irregular time-series data, and real-time prediction tasks [25].
4.Conclusion
This study proposed a sequence modeling method that combines Transformer learning,
temporal consistency constraints, and a memory module. The method was designed to
reduce information loss in long sequences and keep hidden-state changes stable.
Experiments on WikiText-103 and traffic forecasting data showed that the method
reduced perplexity by about 11.5% and MAE by about 9.3%. When the sequence length
was greater than 512, performance improved by about 14%. These results show that
temporal smoothing and memory updating can improve long-range dependency
modeling in text and time-series tasks. The main contribution of this study is the joint
use of memory retention and temporal consistency control in one sequence model. The
method may be used in language modeling, traffic prediction, financial sequence
analysis, and sensor monitoring. However, this study still has limitations. The
experiments were mainly based on one text dataset and one traffic dataset. More tests
are needed on larger corpora, multi-city traffic data, irregular time series, and real-time
prediction tasks.
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